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Validity refers to the degree to which evidence and theory support the 
interpretations of test scores for proposed uses of tests. Validity is, therefore, the 
most fundamental consideration in developing tests and evaluating tests.  

– Standards for Educational and Psychological Testing (p. 11) 

 The role of standardized assessment in K12 education has expanded far beyond that with 
which most of us grew up (Koretz, 2008; William, 2010). Not only are students judged and sorted 
by standardized test scores (Harris, Smith & Harris, 2011), but now teachers, school leaders and 
districts are also judged by them (Ravitch, 2011). Student performance on standardized tests has 
even been impacting school funding levels (Burch, Steinberg & Donovan, 2007; Good, Burch, 
Stewart, Acosta, Heinrich, Jones, & Herrera, 2014). With all of these stakes being attached to tests, 
test validity has becomes more important than ever and it is no coincidence that test quality faces 
more criticism than it has before (Hess, 2014). Further, as so many careers require certification 
and licensure, often with a standardized exam as a component thereof  (Kleiner, & Krueger, 2010), 
these assessments play an equally important role in the workplace and career advancement.  

 Evidence Centered Design (ECD; Mislevy, Steinberg & Almond, 2003; Mislevy & 
Riconscente, 2006) is the dominant paradigm for discussion of test development, and provides a 
larger framework within which Rigorous Test Development (RTD) was developed. ECD provides 
much needed guidance through the design phases of any assessment. However, ECD does not 
address the item development process directly (Hoffman & Wine, 2013), instead, as the name 
implies, focusing on the design phases of developing assessments and leaving the work of building 
content validity in test items largely unexplored.   

 In our own training, work and our experience at measurement conferences, it is has been 
clear that psychometrics is – by far – the most developed aspect of assessment, and exists in a 
dominant position. While ECD has begun to professionalize test design by establishing best 
practices and suggesting tools and workflows for this phase of test development, many aspects of 
test production (particularly item development) lag far behind.  The only notable work that 
provided guidance to item development is Haladyna & Downing’s (1989) Taxonomy of Multiple 
Choice Item-Writing Rules. In the twenty-five years since it was published, it has provided a basis 
for further articles and books (e.g., Haladyna, 1997; Haladyna, Downing, & Rodriguez, 2002; 
Haladyna & Rodriquez, 1997) , but this literature has not significantly departed from the original 
taxonomy, nor has further work been added. Moreover, Haladyna’s Taxonomy is merely a 
collection of generalized guidelines for avoiding the worst and generally most obvious mistakes in 
multiple choice item formatting and presentation. While these guidelines are collected in 
Haladyna’s work, they are usually passed on only by word of mouth. This non-professionalized 
practice has left those who do the time-consuming work of item development – which we believe 
is at the heart of test development – without research-based guidance, professionalized 
knowledge or sources of training beyond sharing of individualized craft knowledge (Calderhead, 
1992; Delamont & Atkinson, 2001; Grimmet & Mackinnon, 1992). That is they can only learn how 
to do their work through the uncertain knowledge, guidelines and practices passed around among 
practitioners that may or may not be correct.  

 This paper is the result of the second phase of the Rigorous Test Development Project, an 
effort intended to contribute to the professionalization of item development and draw attention 
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to the need to research principled item development practices (Nichols, Ferrara, & Lai, 2013) 
techniques and workflows that may best contribute to high quality tests. This project opens the 
black box of item development (Hoffman & Wine, 2013), shines a light on its contents and 
attempts to offer a improved approach to the work done therein. Thus, we use the term Rigorous 
Test Development (RTD) not to refer to the rigorousness1 of the tests that may be produced. Rather, 
we refer to a set of rigorous development principles and practices designed to produce tests that 
align closely with the targeted construct, as defined during the Design Phase of test development. 
That is, we mean that it is the people working in test development who must work rigorously. This 
is important because, in our view, a high quality test is one that provides strong evidence to 
support the inferences that are intended to be supported by the test. That is, this project is firmly 
rooted in what the Standards (2014) refer to as “the most fundamental consideration in developing 
tests” (p. 11). In this second phase of this project, we report on the core principles of RTD. 

 The RTDP has been inspired by the work done on ECD, as we consider use of ECD to be 
vital to the development of a truly high quality test. However, as RTD is also a product of our 
knowledge and experience within the assessment industry, we understand that those who work in 
test production rarely have any control over the test design process. Therefore, while we intend 
RTD to be a complement to ECD, we have strived to make it applicable to non-ECD development 
projects, as well. It is also compatible with Nichols and Ferrara’s (2014) Principled Design for 
Efficacy approach. Regardless of the design processes used, RTD directly confronts the challenges 
to content validity found in the item development stages of test development. 

 This second phase of the RTDP has focused on building a framework of principles that 
undergird the practices, approaches and mechanisms that came of the RTD Project’s first phase. 
Not only have we examined the findings and outputs of the first phase, we also have subjected 
them to a validation process (see Methodology, below). This paper reports on those principles, and 
how those principles inform practices, workflows and decision-making. Future phases of this 
project will include developing formalized and generalized practices, procedures and tool 
templates so that they maybe used across the industry. 

Conceptual Framework & Background 

 Rigorous Test Development (RTD) is focused primarily on test production with an 
emphasis on validity and test content work. As documented elsewhere (Hoffman & Wine, 2013), 
the content work of test production – particularly item development – is all but ignored in the 
literature. In this section we offer our conceptual framework for the life of a test, and explain the 
background that we believe is necessary to understand RTD. 

Five Phases 

 Our conceptual framework is built upon the phases of the life of a test (Figure 1), which 
begins with the very first ideas and thinking about the test to be developed and runs all the way 
through the consequences, decisions and inferences people make based upon reported test results. 
These phases are based upon The Standards for Educational & Psychological Testing (2014), 

                                                             
1 We prefer not to use the word rigor to describe tests, as it seems to be ambiguous to our eyes. We 
prefer the terms difficult, comprehensive and aligned, as appropriate.  
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Downing’s Twelve Steps for Effective Test Development (2006) and our own experience in the 
assessment industry. Like the rest of the RTD approach, this conceptual framework includes 
business aspects of test development. 

Figure 1. Phases of the Life of a Test 

 

 I. Commissioning: The first phase of a test includes the earliest thinking about the test, 
including determinations of the original purpose and intended use of the test. It also includes the 
work of creating the formal statement of purpose and use (Standard 4.1), and perhaps even 
developing the theory of action of the test (Berg, & Lune, 2004; Rossi, Lipsey & Freeman, 2003). On 
the business side, it includes establishing funding sources and original budgets, early staffing of 
the development team and early considerations of what stakeholders may be included in various 
later phases. Often a test development vendor must be selected if required based on the scale of 
the assessment. Of course, this phase usually includes tentative thinking about issues that will be 
formalized and in the design phase.  

 II. Design: The second phase in the life of a test is largely made of one-time activities. That 
is, decisions about the test blueprint, the various components of Evidence Centered Design 
(Mislevy, Steinberg & Almond, 2003; Mislevy & Riconscente, 2006), establishment of tasks upon 
which items will be produced and decisions about score reporting. From a business perspective, 
further budgeting and staffing decisions are made, usually in far more detail than in in the first 
phase. In part from a business standpoint, a test delivery platform must be selected, and some 
decisions about the test composition may need to be revisited as a result of the capacities and 
limitation of that platform.   
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 III. Production: The third phase is the most time consuming phase of test development – 
and frequently the most expensive. This phase is in which individual items are developed, field 
tested, and selected and sequenced into forms or placed into an item pool. In addition, any 
constructed response items may require rangefinding, development of scoring guides, and training 
of automated scoring engines or human scorers. This phase also includes standard setting and/or 
any norming studies that may be required. Production work is so time consuming and expensive 
because almost all of these tasks must be done repeatedly – sometimes with thousands of items, 
dozens of forms and scores of scoring guides, or more.  

 IV. Operation: The fourth phase is usually the first public phase of a test, and when revenue 
comes to the test publisher/owner. The test is administered to test takers, and their scores are 
reported back to them. Of course, their responses must be scored, either by human scorers, 
machine scoring or automated scoring engines or some combination thereof. For those involved 
in the Design and Production phases – the main focus of Rigorous Test Development – this phase 
can seem very simple and straightforward.  However, it has its own complexities and issues. For 
example, scoring mechanisms often required regular audits and/or adjustments for the sake of 
quality assurance. The complex work of logistics management may be invisible to 
psychometricians and content-focused assessment specialists, but it is important nonetheless. 

 V. Consequences: The final phase is in many ways outside the hands of those who 
commission, design, produce and run the operation of a test. However, we include it in our 
conceptual framework because how others interpret, use and/or act on test results must be 
considered by those in earlier phases.  

 Ideally, while these phases would be completed in order, each starting no earlier than 
completion of the preceding phase, a straightforward, non-overlapping progression through the 
phases is often not the case – and with good reason. As the Standards state, “Test design is often 
iterative, with adjustments and revisions made in response to data from tryout and operational 
use” (p. 75). This is particularly true of  Design Phase (Phase II) work, which is the most likely to be 
revisited based upon what is learned in later phases. Furthermore, for tests with continual or 
cyclical development, the Production Phase might not ever end, instead continuing in new cycles 
as the products of old cycles are put into operation and eventually retired, therefore requiring 
replenishment.  

 Downing (2006) considers all of this work part of “test development” (p. 3), including such 
late steps as test administration. On the other hand, the Standards (2014) only include work from 
our Commissioning, Design and Production phases in its “four phases of the test development 
process” (p. 75), though they do not include all of the steps and activities that we include.  Table 1 
compares Downing’s 12 steps, the Standards’ four phases and the five phases of our conceptual 
framework 

Table 1. Different Conceptions of Test Development Phases  

Downing Steps Standards Phase RTD Phase 

1. Overall Plan A I 

2. Content Definition A II 
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3. Test Specifications A II 

4. Item Development B III 

5. Test [i.e., forms] Design and Assembly C III 

6. Test Production [i.e., publishing]  III 

7. Test Administration * IV 

8. Scoring Test Responses * IV 

9. Passing Scores [i.e., standard setting] D III 

10. Reporting Test Results A IV 

11. Item Banking  IV 

12. Test Technical Report * I-V 

* Not part of the four phases of test development, though addressed elsewhere 

 The Standards (2014) do not ignore scoring, administration and reporting. Rather, they are 
in a separate chapter (pp. 111-122). Nor does it ignore standard setting (which is in yet another 
chapter, pp. 95-110). While this structure certainly elevates them, it does so by literally taking 
them out of the “test development process.” They do not focus on the technical report at all, 
Rather they repeatedly reference the need to “document” various decisions and their bases (e.g., pp. 
92, 123, 197).  

 On the other hand, neither Downing nor the Standards have any place for the business 
aspects of assessments (e.g., funding, staffing, revenue). As RTD is aimed at improving the practice 
of test development (particularly the test production phase), our conceptual framework includes 
these inevitable practical considerations. In fact, RTD does not specify exactly what constitutes 
test development. Rather, RTD is built on the idea that test development decisions and activities 
must account for issues in every phase in the life of a test, just as a framework focused on another 
phase would also raise issues in every phase. 

Commissioning 

 The test commissioning phase might be as poorly documented and researched as item 
development, and yet critical decisions are made in this phase that inform – and even shape – 
future phases of a test.  

 One of the great challenges of the test commissioning phase is the process of reconciling 
different visions, purposes (e.g., targeted construct and projected test use) and ideas for a test. 
Elected officials, professional bureaucrats, researchers, scholars, educators and the public may 
each have different ideas about what a test should be, what a test is for, and what  content a test 
should cover. While the answers to these questions do not have to be firmly and fully worked out 
during the commissioning phase, the more that can be done at the outset, the simpler the work of 
later phases. Therefore, test owners (i.e., often a government education agency or a publisher) 
often have a lot of work to do with stakeholders to gather information and perhaps to work 
towards consensus.  
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 The business aspect of the test must also be addressed in this phase, and not just for 
private-sector-owned tests. Even publicly-owned and -funded tests have budgets and deadlines. 
All test sponsors need to put together a senior management team and plan how the rest of the 
team will be staffed. Major partners and vendors need to be selected. Time frames need to be laid 
out for a huge number of decisions and actions. Many test sponsors also need to work out revenue 
plans. Most of the decisions are strategic in nature, and tend not to be unique to assessment 
development. Rather, many of them are the kinds of the decisions that have to be made for any 
large project.  

 Obviously, the decisions made during the commissioning phase have enormous impact on 
the work to follow. Therefore, these decisions are often made with an eye on that impact, keeping 
later constraints in mind.  

Design 

 The Design Phase may be the most studied phase of the life of a test, in part due to the 
development of Evidence Centered Design (ECD; Mislevy, Steinberg & Almond, 2003; Mislevy & 
Riconscente, 2006). As RTD is intended to complement ECD, we accept that modeling of the 
content domain, refining the construct, development of assessment targets, performance level 
descriptions, blueprints and many other elements are already described and laid out in the ECD 
literature. If ECD processes are not used, developers still need to create test blueprints, assessment 
targets (often merely using previously created instructional content standards) and a basis for 
item writer assignments. 

 There are other decisions made in during the Design Phase that fall outside of ECD. 
Virtually all of the decisions made during the Commissioning Phase may be revisited during this 
phase for refinement, and perhaps even major revision. For example, broad budget outlines may 
be filled in with greater detail, or even radically altered. The roles and contributions of major 
partners and vendors often require further refinement as well.  

 As the industry moves beyond paper and pencil tests, the Design Phase must include 
finalization of the test delivery platform, and what that means for items type availability and even 
the details of how items, stimuli and tools (e.g., embedded calculator software, drawing/graphing, 
text authoring/editing) will function for test takers.  

 Whether ECD-based processes are used or not, developers may have to design tasks  (i.e., a 
KSA-specific description of an activity that will generate evidence of test-taker proficiency) and 
master scoring procedures (e.g., rubrics or scoring guide templates) during the design phase, in 
addition to selecting scoring vendors. Field testing studies have to planned – though not yet 
conducted – among the great many other aspects of test development planning that together 
constitute the Design Phase. 

Production 

 RTD is focused on the Production Phase of the life of a test, particularly on the work of 
item development. While certain aspects of test production are well studied, item development is 
not (Hoffman & Wine, 2013). For example, standard setting is well documented by Gregory Cizek 
(Cizek, 2006; Cizek & Bunch, 2007). Psychometric aspects of test production are, of course, quite 
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well studied, even as the field continues to advance in the area, as with MIRT (Carlson & Davier, 
2013; Hartig, & Höhler, 2008) and Bayes Networks (Mislevy, Almond, Yan, & Steinberg, 1999; 
Nichols, Chipman, & Brennan, 2012).  

 Item development is notable in part because of the number of people involved and the 
numerous handoffs from one group to another that are required for developing items. Figure 2 
shows a map of this process, starting with products of the Design Phase, and then pointing to the 
field test and forms construction work that concludes the production phase. Of course, there are 
many steps to other aspects of the life of a test, and we do not mean to imply that item 
development is the only complex task. Certainly, ECD has detailed many of the steps involved with 
the Design Phase of tests, for example.  

Figure 2. Item Development Process 

 

 The item development process must be completed hundreds or thousands of times for 
every large scale assessment, and must be returned to hundred or thousands more times for 
continuously  and cyclically developed tests. as each individual item must pass through the entire 
process. Thus, like human scoring of test taker responses, item development consumes far more 
financial and time resources that any list of the steps of test development and/or administration 
would imply, because they must be completed so many times. Therefore, the impact of other steps 
and phases on item development, and the impact of item development on other steps and phases 
is enormously important – despite the lack of scholarly attention and research to it. 

 It is important to understand that ECD and other elements of the Design Phase merely – 
but critically – set the stage for the Production Phase. Obviously, a well constructed stage is 
supportive of a better production. However, the quality of the final product is just as dependent 
upon the repetitive work of production as it is on the more discrete work of design. Furthermore, 



 

DRAFT 8 DRAFT 

existing frameworks (e.g., ECD) do not delve into the details of items or how they function. Thus, 
they are insufficient for providing all that high quality item development might depend upon. 

 It is also important to understand the differences among item writers, content specialists 
and subject matter experts (SMEs). All three groups have some degree of subject matter expertise, 
but SMEs are specifically from outside the assessment industry and often have the greatest level of 
such expertise. The external SMEs confer a level of credibility on the items because they are often 
highly experienced, currently practicing professionals working within the field or discipline that 
informs the general construct of the test. Item writers may be considered creators of the very 
earliest drafts of items, bringing a degree of original creativity to their everyday work that others 
do not need to employ. They are usually independent contractors, paid by the item draft. Content 
specialists are usually employees of test sponsors and/or test development vendors, and they 
combine subject matter expertise and a high degree of assessment expertise. They bear the 
greatest responsibility for polishing the items into their final forms, taking the early drafts, their 
own knowledge and expertise, and the feedback from various others involved in the process (see 
Figure 2) to produce the final items. Content specialists may not need to apply the original 
creativity of item writers in their regular work, but as revisers and editors of items, they spend 
more time on each item than any other type of contributor.  

 Unlike psychometricians, cognitive psychologists, marketing and other business experts, 
and even many subject matter experts, assessment content specialists do not have formal training 
and certification programs for content-focused assessment work available to them. Therefore, this 
work – both the drafting of items and the subsequent shaping of them by content specialists – is 
more like craft knowledge that is passed on from individual to individual and reinvented over and 
over again, without vetting, testing or validation. Perhaps the only effort to collect this knowledge 
is the famous Haladyna & Downing (1989) list of item writing rules, an effort from decades ago 
that has led to many article and books, but has never delved deeply into content concerns, but 
rather stayed on the surface of formatting and presentation of multiple choice items.   It sticks to 
the most generalizable advice for those involved with item development, without regard for 
content- or discipline-specific issues, what cognitive psychologists might offer or itself validating 
its recommendations as effective (as opposed to commonly shared). 

 Subject matter experts may be included in certain elements of the Design Phase, but item 
writers most definitely are not. Content specialists may be included as well, but more in a role of 
committee staffer than committee member. In fact, all three roles are highly involved with the 
production phase, and have little to no involvement in the more strategic phases and aspects of 
the life of a test.  

Operation 

 Not everyone involved in test development is likely to consider the Operation Phase a part 
of test development at all, but issues in this phase should inform earlier phases (and the Handbook 
of Test Development (2006) certainly includes aspects of this phase). Security (Olsen & Fremer, 
2013), scoring and reporting (International Test Commission, 2014) are major issues, as are the 
countless logistical issue of test administration.  

 As discussed above, scoring is a particularly important aspect of this phase because the 
cost of human scoring test-taker responses scales up linearly with use of the test (i.e., there are not 
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really economies of scale), and automated scoring presents numerous issues around validity. At 
the same time, human scoring famously has its own reliability concerns, in addition to validity 
concerns.  

Consequence 

 Obviously, the Inference Phase is what is most important. Questions around the inferences 
made regarding test takers and how tests are used matter more than anything else. These issues 
have to inform the Commissioning Phase and all other phases as well.  

 RTD is intended to improve the quality of those inferences by providing a framework for 
producing high quality evidence upon which to base those inferences. Although the decisions, 
consequences and even the later inferences are almost always outside the control of those who 
design and create tests, they need to understand how their tests will be used. This way, they can 
better assure that their tests are appropriate for those anticipated and known uses.  

 Just as item development should not be treated as a black box by those who do other work 
in the test development process, test developers cannot wash their hands of how tests will be used 
if they are going to be successful in their work. Just as ridiculous saying the operation was successful 
but the patient died points out that process cannot be deems successful without the desire results, 
fully successful assessment project must consider the how their products will be used and 
whether those products provide the kind of evidence necessary to truly justify those outcomes. 

Methodology 

 The Rigorous Test Development (RTD) Project is a product of our backgrounds as 
classroom teacher, policy researcher & theorist, scoring director and test developer. We have been 
concerned about the importance of assessment validity in each of these contexts – both in terms 
of what can be done to increase validity and the impact of various perceptions around validity. 
The RTD Project germinated as the XXXX XXX test was developed. Leading the development of 
the first-launched national Next Generation test based upon the Common Core State Standards, 
and the only one to try to apply CCSS to the domains of XXXXXX XXXXXXX  and XXXXXXX, 
made clear to us that the importance of standardized testing calls for improved practices for test 
productions, particularly item development.  

 Therefore, our three-phase effort to develop a principled approach to item development 
has been guided by the following research questions:  

• RQ 1: What is the process of item development? 

• RQ 2: How, if at all, does content development practice differ from idealized practices? 

• RQ 3: What, if any, improved or additional tools, techniques, technology or practices in test 
development can contribute to improved item development? 

• RQ 4: How, if at all, can principles from Evidence Centered Design contribute to improved 
test production and item development? 
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Phase I 

 Phase I relied upon techniques from program evaluation (Caruthers, Shulha, & Hopson, 
2010; Chatterji, 2003; Fitzpatrick, Sanders & Worthen, 2004; Sanders, 2004) and organizational 
learning (Argyris & Schon, 1978; Cross & Israelit, 2000; Lipshitz, Friedman & Popper, 2007).  

 The earliest stages focused on process mapping (Damelio, 2011) to explore and document 
the workflow of item development and how item development fits within test production. Figure 2,  
is one of the clearest products of this stage. Next, we developed our theory of action (Fitzpatrick, 
Sanders & Worthen, 2004) for item development, with particular attention to how item 
development fits within the larger Production Phase and is determined by the Design Phase. 
Through this work, we traced the role of validity (Newton & Stuart, 2014; the standards 2014), 
coming to look as it as alignment. 

 Later work in Phase I focused on developing tools and organizational learning 
mechanisms (Cross & Israelit, 200) for the particular context in which we were working. This 
process required an iterative approach (Maxwell, 212), using after action reviews (Baird, Holland & 
Deacon, 1999; Lipshitz, Friedman & Popper, 2007, Morrison & Meliza, 1999) both to uncover 
where new tools might be needed and to review and revise the tools that had been introduced. 
Products of this phase included procedural guides, evaluation frameworks and tools, and new 
types of documentation and training. Those using these mechanisms were encouraged to engage 
both in reflection-on-action and reflection-in-action (Schön, 1983, 1988), so that we could better 
revisit their design as the iterative process continued. 

Phase II 

 Phase II focused on producing generalizable (Eisenhart, 2009; Maxwell, 2012) results that 
may be used in other test development projects and efforts. Thus, it has borrowed techniques 
from grounded theory (Glaser & Strauss; 2009; Strauss & Corbin, 1990). It has also leaned further 
on approaches organizational learning, particularly focusing on how to embed double loop 
learning (Agyris, 1977) into test production development workflows.  

 We used a grounded theory approach to draw out core principles from the many lessons, 
artifacts and mechanisms that we developed in Phase I. We analyzed the tools, procedural guides, 
documentation and explanations and usage guides for each of them for common or recurring 
themes and concepts. We experimented with different categorizations or layering of those 
concepts to work towards a parsimonious framework of principles that guides the RTD approach. 
We then subjected these principles to a validation process that relied on focus groups (Krueger & 
Casey, 2008) with participants from many different test development organizations.  

 First, these focus groups examined the areas and issues that the principles address, 
without raising or offering the principles to participants to consider. This approach was an 
affirmative attempt to create disconfirming evidence by creating a new data pool, one that was 
much more on point that the more divergent data in which the principles were originally 
grounded. At the same time, the new data pool was less embedded in a single organization or 
project, and therefore offered viewpoints from different projects and organizational cultures.  

 Second, focus groups were led through the latest iteration of the principles as statements, 
one at a time. Each group was asked to critique each statement, explaining how it might be valid, 
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what is missed and what might be problematic about it. This constituted an attempt to directly 
elicit disconfirming evidence for each principle.  

Phase III 

 The third phase of the RTD project will consist of creating a more complete toolkit for 
those in test development to utilize in the various phases of the life of a test. It will include tools, 
guides and discussion points rooted in the RTD principles and based in the work done in earlier 
phases.  

Results 

 This paper reports on the core principles of Rigorous Test Design.  These principles form 
the foundation for the RTD practices, procedures and tools that are to come. Though they are 
focused on the Production Phase of test development – particularly the time- and resource-
consuming work of item development, they take the entire test development process and test life 
into account. Therefore, they have implications for the work done in other phases of test 
development, as well. Taken together, they are a step towards developing a principled approach to 
item development that supports the professionalization of the knowledgebase and practices of 
content-oriented test production work. 

 Each of the principles of explained below, along with two main considerations that follow 
from that principle. These should not be taken as the only considerations – or even necessarily the 
most important considerations. Rather, they are offered merely as illustrations of the implications 
of the implications and issues to which these principles bring light.  

Principle #1: Test development requires subject/content-specific assessment knowledge 

 This principle addresses the expertise needed to produce high quality items and tests. That 
is, such work requires specialized knowledge of how to assess the particular knowledge, skills and 
abilities (KSAs) being targeted – just as other aspects of test development (e.g., psychometrics) 
also require specialized knowledge. As one content specialist explained, item production work is 
“the marriage between content and assessment.” 

 This is not to say that the specialized content-specific assessment expertise is alone 
sufficient to do this work rigorously. Of course, such knowledge rests on a foundation that 
includes content-knowledge, among other things. For example, those producing calculus items 
need to know calculus itself and how to write clear and well-targeted items to assess test-takers’ 
calculus abilities.  

Consideration #1a: Expert content knowledge does not provide this content-specific 
assessment knowledge. 

 Though content-specific assessment knowledge rests on a foundation of content expertise, 
such expertise does not assure its possessor has the specific assessment knowledge. In fact, those 
with the greatest content expertise may not be those with the greatest content-specific 
assessment knowledge, and vice-versa. For example, the medical board exams’ questions are 
drafted by board certified medical professionals with this highest levels of content expertise, but 
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the process requires others – who themselves are medical board assessment specialists – to turn 
those drafts into high quality items. 

 

Table 2. RTD Core Principles 

Principle #1: Test development requires subject/content-specific assessment knowledge 

• Expert content knowledge does not provide this content-specific assessment knowledge. 

• Content-specific assessment knowledge does not necessarily transfer to other subject areas. 

Principle #2: Test development requires balancing authenticity and construct isolation 

• True construct isolation is often impossible, and yet – to the extent practicable – efforts should be 
made to minimize the impact of construct irrelevant variance. 

• True authenticity is impossible with standardized assessment, and yet – to the extent practicable – 
efforts should be made to maximize it.  

Principle #3: Test development requires mindfulness of the constraints of the project 

• Each project has a unique set of resource, scheduling and other constraints.  

• Individual stimuli and even response modes are variably appropriate for different content 
standards/KSAs 

Principle #4: Test development requires clarity of what is being assessed 

• Content standards often must be adapted/translated into assessable assessment targets. 

• Understandings of content standards and approaches for assessing them must be clearly documented 
and shared by all involved in item development. 

Principle 5: Test development requires mindfulness of the test-taker’s perspective 

• Items must be read and evaluated through the lens of how test-takers will respond to them. 

• Tests and items are only valid to the extent that they reveal the test-taker’s cognition regarding the 
targeted KSA(s). 

Principle #6: Test development requires approaching the work with humility 

• All involved must acknowledge the limits of their own expertise and thus the necessity for the 
involvement of those with different sets of expertise. 

• Field testing is critical for revealing patterns in responses to improve tests and future items. 
 

 In the case of K-12 assessments, many item writers are also current or former classroom 
teachers, who possess both content knowledge and pedagogical expertise. However, teachers 
generally lack the kind of assessment knowledge that rigorous test development requires. Many 
have written (e.g., Popham, 2009 2010) about the need to improve assessment training in teacher 
preparation programs.  As a content specialist told us: 

When I think about when I first started and the point we are at now…I came in as a 
teacher [and] is it was staggering to think about how much I didn’t know about 
assessment. And I can pretty much generalize that to the teaching population, I think; 
teachers know so little about assessment 
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This is why experienced content specialists are needed to reshape the drafts produced by item 
writers into high quality items.  

Consideration #1b: Content-specific assessment knowledge does not necessarily 
transfer to other subject areas. 

 Although the most important concepts of content validity generalize across content areas, 
expertise in developing high quality items is often content area-specific. For example, many 
aspects of constructing a high quality multiple-choice item are the same across content areas, but 
the best ways to target specific KSAs and common confusions about them are often content area- 
and level-specific. A very capable math assessment specialist cannot be expected to recognize 
when a reading passage is well suited for assessing a set of ELA KSAs, just as an ELA assessment 
specialist cannot be expected to know how much extraneous information is appropriate to 
include in a mathematics item. 

Other Potential Considerations 

 The lack of formal credentialing programs, research literature and/or other avenues for 
training in item and task development, especially content-specific training, makes this principle a 
challenge for all those in assessment. Instead, wheels are constantly reinvented. Training and 
learning is generally ad hoc, without any standardization. All of this has made it difficult to 
advance the state of the art and to disseminate this kind of knowledge. As a result, such expertise 
is harder to recognize, and many do not even recognize the need for it. 

Principle #2: Test development requires balancing authenticity and construct isolation 

 Authenticity of tasks, or the degree to which tasks on an assessment mimic challenges or 
activities test-takers might encounter in their work or other contexts is a critical element of 
building high quality tests. On the other hand, psychometric concerns and the desire for content 
coverage has led to best practice in item design to focus on construct isolation (i.e., each item and 
task focusing as narrowly as possible on just one targeted KSA) – especially for multiple choice 
items. Unfortunately, when KSAs are used in actual practice, they are almost invariably used 
alongside and intertwined with other KSAs, but this kind of integration makes measurement more 
difficult. Rigorous Test Development requires carefully balancing these two requirements, a 
balance that “may differ from item to item,” as explained a content specialist. “I think always you 
are weighing and deciding what the best possible balance is,” said another. 

Consideration #2a: True construct isolation is often impossible, and yet – to the 
extent practicable – efforts should be made to minimize the impact of construct irrelevant 
variance. 

 It is virtually impossible to construct tasks and items that strictly isolate a construct, 
especially for anything other the than the most basic skills and knowledge. In the vast majority of 
cases, items on a test require test-takers to engage multiple skills. For example, any item that 
includes text (as opposed to only numbers or pictures) to present instructions or information 
relies on test-takers’ reading fluency in the language in which the test is written to respond to the 
item appropriately. Often, the more advanced or sophisticated the targeted KSA, the greater the 
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variety of lower level KSAs that must be assumed pre-requisite knowledge in order to present an 
item or task.  

 Therefore, Rigorous Test Development requires thoughtful decisions about the exact 
parameters of what prior knowledge and skills that may be assumed. (See Principle 4 and 
Consideration 4b for the need to document and communicate these decisions.) As a general rule, 
test developers must make sure that the most demanding step or aspect of an item or task is 
directly tied to the targeted KSA(s), and that other required KSAs may actually be taken for 
granted (e.g., are much lower level). It simply is not sufficient for the targeted KSA(s) merely to be 
among the many KSAs required to appropriately respond to the item or task, as these sorts of 
items do not provide information about the level of mastery of the targeted KSA(s) by test takers 
who fail to respond appropriately. A content specialist pointed out that this work must be done “at 
the item level.”  

 For example, the distractors in a multiple choice question each should represent the 
results of a lack of sufficient mastery of the targeted KSA(s), and not simply other mistakes that a 
person attempting a problem that requires the targeted KSA(s) might make. Otherwise, the noise 
of construct irrelevant variance can overwhelm the signal the items and test are intended to 
measure.  

Consideration 2b: True authenticity is impossible with standardized assessment, 
and yet – to the extent practicable – efforts should be made to maximize it.  

 The occasion of taking a standardized assessment is virtually always an artificial one. By 
definition, standardized tests require standardized testing conditions, whereas natural situations 
vary and are embedded in local contexts. Even performance tasks designed to simulate real work 
must be administered in standardized conditions that, by definition, lack the unpredictability of 
real life. Also, of course, test-takers are well aware that they are taking a test, not engaging skills in 
a more natural setting, and the stakes are tied to the test rather than the stakes of a natural 
situation. 

 However, while true authenticity is not fully attainable, Rigorous Test Development still 
must attempt to maximize it within the constraints and purposes of the project. Unless the 
inferences the tests are intended to support are inferences about future test performance, high 
quality tests must support inferences about performance in natural and authentic settings and 
tasks. If these inferences are to have any real claim of validity, test developers must strive to make 
the tasks and items in their tests as authentic – or at least authentic-seeming – as possible. “I don’t 
know if it is always possible to be authentic, though it is certainly what we strive for,” said a 
content specialist. 

 For example, reading passages on English Language Arts tests must be written with a 
authentic-seeming purpose in order to resemble the texts test-takers might actually encounter 
naturally. This stands in contrast to the kind of text often found on worksheets and assessments 
that present a bland neutral tone without authorial voice or intent. Problem solving tasks on tests 
that are too stripped of irrelevant information and components often offer too simple a problem, 
and therefore offer little information as to how well test-takers might handle similar problems in 
natural settings.  
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Other Potential Considerations 

 The challenge of balancing construct isolation and authenticity is not a problem that can 
be solved. Rather it is can only be managed, with different circumstances requiring different 
answers. Some test might call for more emphasis on construct isolation and some for more 
emphasis on authenticity. Even on a single test, some indicators might require one more than the 
other. However, limitations on test length add to the challenge of managing this balance, as does 
the need to address KSAs at higher levels of cognitive complexity. Important fairness 
considerations also add additional dimensions to the challenge of managing authenticity and 
construct isolation.  

Principle #3: Test development requires mindfulness of the constraints of the project 

 From the very beginning, test commissioners and designers must keep in mind the 
constraints the Production Phase and the Operation Phase of the test will face. Rigorous test 
development requires the aspirations and hopes of test commissioners to be tempered with the 
realities of what can be accomplished, given those constraints, as early in the development process 
as possible. 

Consideration 3a: Each project has a unique set of resource, scheduling and other 
constraints.  

 The ECD process is incredibly valuable for contributing to test design, but it is not well 
tuned to identifying constraints in/of/on the production phase of test development. This includes 
such resources as time, money and number of personnel, but also includes other constraints as 
well. Beyond number of available personnel, constraints may include the abilities and expertise of 
these personnel and that that might be available in the potential hiring pool. At its worst, 
appropriate tools, techniques and approaches to assess desired KSAs might not even exist. 
Rigorous Test Development demands that constraints on test production be considered during 
the Design Phase, else test commissioners and designers are too likely to create unproducible 
designs. When necessary, budgets and timelines should include the resources necessary to 
ameliorate addressable constraints.  

Consideration 3b: Individual stimuli and even response modes are variably 
appropriate for different content standards/KSAs 

 In addition to constraints in the Production Phase of test development, tests also face 
constraints in the Operation Phase. Rigorous Test Development therefore requires those who 
commission and those who design tests to be mindful of these limitations as they do the earlier 
work of test development. This is can particularly important with matching of KSAs and response 
modes. Various KSAs and content standards have different requirements for how they are 
measured, and available test administration resources may not support all of those requirements. 
For example, the capabilities of the test delivery platform may not fully support the demands of 
decisions made in the test design phase. A content specialist shared, “The technology really limits 
you in the kinds of items you can write.” Another added,  “Item types do matter, particularly with 
higher order reasoning indicators. We can’t even get at this with multiple choice.” 
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 This issue may be most obvious with constructed response tasks, such as on-demand 
essay writing. These typically tasks call for far more time than other item types, thus limiting not 
just the number that may be included on a single test, but sometimes the KSAs that can be 
assessed with them. Multiple choice items are far better for some reading and 
recognition/identification KSAs than for creation KSAs. Thus, items that ask test takers to pick 
the correct graph from a set of choices assess only graph reading ability without truly addressing 
graph creation ability at all.  Therefore, one cannot consider this type of multiple choice item to be 
aligned to a graph-creating KSA. 

 If test designs include assessment of KSAs that are not assessable using the available 
response modes, there is no way to produce a high quality test. Therefore, Rigorous Test 
Development requires that test designers ensure that targeted KSAs and/or the administration 
constraints be adjusted to ensure appropriate alignment. 

Other Potential Considerations 

 The ambition of test commissioners and those involved with the Design Phase of test 
development is often aimed at producing better tests, tests that are better matched to the uses to 
which they are put. However, this well-intended ambition must be balanced with a realistic view 
of what will actually be possible with the project at hand. Rigorous Test Development often 
requires dreams to die early, so that efforts can be focused on creating the highest quality tests. 
ECD can be very useful for making these tensions more clear, provided that the product of the 
ECD process is interrogated with the project’s constraints in mind. Perhaps one of the most 
challenging aspect of test development is to manage test commissioners’ expectation about what 
will actually be possible. 

Principle #4: Test development requires clarity of what is being assessed 

 Rigorous Test Development requires common understanding about KSAs being targeted 
between different parties working at the development of a test. One content specialist told us, 
“Unless you are clear on what it is you are assessing, you cannot assess it.” Unfortunately, these 
parties may read the language of the assessment targets (or content standards) differently from 
each other. They may put them in different contexts, think they emphasize different ideas or even 
understand the words within them differently. This lack of shared understanding among those 
working on the project undermines validity by muddying the targets of KSAs, leading to 
unintended variation in items and tests that are created. Therefor, Rigorous Test Development 
requires explicit efforts to explicate the meaning of KSAs for the assessment being developed so 
that all parties involved are targeting the same knowledge, skills and abilities. 

Consideration 4a: Content standards often must be adapted/translated into 
assessable assessment targets. 

 K-12 assessments are often based upon published educational content standards – 
sometimes even using them as the assessment targets. However, content standards are usually 
designed and written to guide instruction, without serious thought as to how or whether they may 
be assessed. This is not to say that these kinds of content standards are poorly written, rather it 
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suggests that when they are used as assessment targets, they are not being used for their (often 
well-considered) purpose. For content specialists, “there are indicators that are extremely difficult.” 

 In these situations, content standards may need to be adapted and or revised to be used as 
assessment targets for high quality tests. At the very least, they may require annotation to guide 
those involved with test production. For example the National Curriculum Standards for Social 
Studies wisely call for inclusion of the topics of “propaganda” and “bias,” but these important 
concepts have to be explained and refined when turned into assessment targets if they are going 
to be the basis for standardized test items. The Next Generation Science Standards, have eleven 
standards that begin, “Plan and conduct an investigation.” The degree to which such 
investigations may be conducted as part of the standardized assessment and how much planning 
an item or task may require of the test-taker are not self-evident, and therefore these content 
standards require careful work to be translated into assessable assessment targets.  

Consideration 4b: Understandings of content standards and approaches for 
assessing them must be clearly documented and shared by all involved in item 
development. 

 Documentation of these common understandings is an important tool for Rigorous Test 
Development. When explanations and annotations for each assessment target may be referenced 
and returned to, understanding can be anchored to a common idea that all parties may access. 
This documentation may grow and evolve as disagreements or ambiguities are uncovered, 
bringing people into alignment. This can require “getting to the core of every single word in every 
single indicators and understanding how those interrelate with assessment,” as a content 
specialist said. 

 Such documentation need not be limited to generalized interpretations of each 
assessment target. They can – and often should – include guidance on appropriate and 
inappropriate ways to assess the KSA in question. Thus, those who make use of the 
documentation can have access to both more abstract and more concrete explanations of each 
assessment target. A content specialist explained, “Some of these terms [in the indicators or 
content standards] are very slippery if you are trying to nail them down and teach them to other 
people in a way that is going to make sense on an assessment for a particular skill.” 

 Of course, this documentation is useless unless all parties involved in the development of 
the test have access to them. Anyone in any content-related role in the process – from test 
commissioning to item writers and editors all the way to those interpreting field test data – must 
be able to check them, and many may need authority to edit them.  

Other Potential Considerations 

 Clarity in thinking and communication are not achieved upon the first attempt. Iteration 
is key to achieving the kind of clarity the Rigorous Test Development requires. Documentation 
often must be revisited, revised, extended and modified. This can be particularly useful as new 
approaches are developed and lessons are learned though the test production process. A content 
specialist explained, “We didn’t know this wasn’t the right approach until we started doing it, and 
then we discovered the problems.” 
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Principle 5: Test development requires mindfulness of the test-taker’s perspective 

 Everyone brings their own perspective to their work and their thinking. However, the 
perspective of those involved in developing a test is often quite different than that of a test-taker. 
Test-takers often are less experienced and usually have a far lower level of proficiency with 
targeted KSAs than those who produce items. Even in those cases in which test-takers possess 
greater content mastery than test producers (e.g., medical board test takers may have much 
greater content mastery than the assessment specialists who edit and refine the items on the 
medical board exam), test-takers are not as familiar with the mechanics of the test in question. 
Obviously, those involved in test production must bring their professional perspectives to bear 
when they apply their expertise, but they must also keep in the test-taker’s perspective in mind. “I 
think it is very hard to keep that perspective. You have to constantly remind yourself, when you 
are trying to get an item to work,” said one content specialist. 

Consideration 5a: Items must be read and evaluated through the lens of how test-
takers will respond to them. 

 The iterative work of item production, with its repeated revisiting, reshaping and revising 
of items, is particularly dependent upon understanding the test taker’s perspective. Those 
involved in item production not only usually have greater content expertise than test-takers, but 
they also better understand the goals of each item (i.e., the KSA(s) that the item is intended to 
measure). Furthermore, they are likely to be invested in those goals, and therefore want the items 
to generate certain kinds of responses. Test takers, on the other hand, are rather unlikely to know 
the goal(s) of any particular item, and can only respond to the stimulus, instructions, and other 
elements that are presented to them. A content specialist explained that a lack of clarity in the 
material presented in an item can lead to “the test taker [being] at a loss as to how to respond.” 
Rigorous Test Develop requires those examining the items to think about how test takers will 
encounter the item and are likely to respond to what is presented. Or, as a content specialist said, 
“If that item were on a test, what would the test taker experience?”  

 For example, when developing scoring guides, rather than anticipating how they 
themselves – proficient in the KSA as they are -- might respond to the item, test developers must 
instead try to anticipate what responses from test takers with various different levels of 
proficiency in the targeted KSA(s) look like. Item developers cannot wait until field testing to start 
thinking about test takers’ likely responses. Rather they must think about how test takers are likely 
to understand the instructions, and what kinds of responses different sorts of test takers might 
generate throughout their evaluations of the items. 

 One content specialist laid out how traditional elements of the test production process 
support this effort. 

That is why we have a fairness committee. That is why we have a universal design 
[specialist]. It’s with test taker in mind, and to consider their perspective and background, 
because it does impact creating the items and the validity we get. 
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Consideration 5b: Tests and items are only valid to the extent that they reveal the 
test-taker’s cognition regarding the targeted KSA(s). 

 As tests are usually intended to support inferences about the test takers’ cognition – and 
perhaps further inferences layered upon those original inferences – test developers must consider 
how test takers think about the items to which they respond. That is, a problem whose solution 
does not necessarily require the targeted KSA(s) is not properly aligned or valid, even if one of the 
possible solution paths does make use of them. Thus, items must generate high quality evidence of 
test takers’ cognition regarding the targeted KSA(s). 

 For example, when a test taker gets a multiple choice item wrong for reasons other than a 
misunderstanding or misapplication of the targeted KSA(s), the item does not produce any 
relevant evidence regarding the test taker. Therefore, each distractor should represent an errors 
that a test taker might actually make based upon misunderstanding or misapplication of the 
targeted KSA(s), rather than include other kinds of errors or misunderstandings that a test taker 
might make when responding to the item. 

Other Potential Considerations 

 Understanding the test taker’s perspective and what misunderstanding of the targeted 
KSA(s) can look like in test taker responses is specialized expertise that even those with high 
degrees of content-specific assessment knowledge might lack. This is one reason why educators 
with experience working with students at the targeted level on the targeted KSA(s) can be so 
valuable to Rigorous Test Development.  

Principle #6: Test development requires approaching the work with humility 

 Developing standardized tests is such a complex task that all parties must do their work 
with a certain degree of humility. This is not to say that there is no place for confidence. Rather, it 
is similar to John Wooden’s (1997), “Be quick, but don’t hurry” and the Russian proverb so often 
used by Ronald Reagan, “Trust, but verify” (Massie, 2013). Otherwise, an attitude of ego, that is, I 
know best, can undermine the project. Building humility into the development process is vital to 
Rigorous Test Development and producing high quality tests. 

Consideration 6a: All involved must acknowledge the limits of their own expertise 
and thus the necessity for the involvement of those with different sets of expertise. 

 The complexity of developing high quality tests requires an array of expertise beyond what 
any one person could possibly possess. These include content knowledge, content-specific 
assessment knowledge, psychometrics, graphic design, knowledge of potential test takers’ 
common mistakes, passage authoring, and much much more. None of these may be just casually 
acquired, dependent as they are on some mixture of aptitude, training and large amounts of 
experience. Rigorous Test Development not only requires inclusions on the project team of people 
with the appropriate expertise, but also the humility of all members to know the real limits of their 
own expertise.  

 The various committees of outside experts (e.g., technical, content & fairness committees) 
have long been a part of test development and production. They provide specific feedback and 
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advise based upon their expertise that is invaluable for those who work more extensively on a test. 
A content specialist explained how important humility is to working with these committees:  

We are there for a very specific purpose. That is to learn from their expertise, to 
understand these items from a test taker’s perspective based upon their experience in the 
classroom, and if we go in there with a lack of humility, we will look past their comments 
and we will miss things that are extremely important. 

  Just as no expert would want others without the appropriate training and experience to 
think they  (i.e. the others) could do their (i.e., the expert’s) job, they must also recognize when 
they must acknowledge their own limits and make room for other sort of experts to do their own 
work. This humility is particularly valuable in connection to recognizing that real expertise exists 
even in field that lack formal academic credentialing paths. Obviously, this is important between 
those working on a project as well. As a content specialist said, “When your expertise is not valued 
or respected…it will [a)] affect the quality of your work and b) the quality of the test.” 

Consideration 6b: Field testing is critical for revealing patterns in responses to 
improve tests and future items. 

 Humility with respect to one’s own potential future knowledge is just as important as 
humility with respect to other’s expertise. Field testing is a vital step of any test development 
process, as it provides critical information that was not previously available. Just as 
psychometricians depend upon field test data (e.g., to inform decisions about item inclusion or 
exclusion on test forms, test parameters and overall difficulty levels of test forms), those 
evaluating items through the lens of the test-taker’s perspective also need to examine the results 
of field testing. Obviously, this can be the basis for scoring guides for constructed response tasks, 
but it also extends beyond those tasks. Field tests results can reveal patterns in responses that 
show test-takers responding to items in unexpected ways, and close analysis of these patterns can 
help item developers better understand what the items actually reveal about the cognition of test-
takers. Interpretation of field test data can help item developers improve future items and can 
potentially even help them better understand how test-takers interpret the items. A content 
specialist explained:  

And then the actual [field test] data comes back, and it is the complete opposite of what you think. 
You have to keep in mind that the proof will be in the pudding, where the pudding is the actual 
performance [i.e., field test] data. 

 For example, if too large a percentage of test-takers are choosing the same wrong answer 
in a multiple choice item, it may indicate that there is something amiss in that distractor. 
Examining that distractor in light of this data can help item developers diagnose problems that 
psychometric analysis would not catch. Furthermore, it can contribute improved approaches for 
assessing the targeted KSAs in the future (see Principle #4).  

Other Potential Considerations 

 Humility is not just a concern for individuals. Rather, it is something that must be built 
into the processes for the entire test development project. Field testing is one established way in 
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which this is done – though, as discussed above, it can be leveraged for further gain. Use of various 
committees of outside experts is important, but their  feedback must be used appropriately.  
Rigorous Test Development requires clear delineation of the bounds of expertise of each of these 
committees, in addition to careful consideration of their advise. This means carefully calibrating 
the kinds of expertise on each committee to the range of advise and feedback that the committee 
might offer and ensuring that advise offered from outside the committee’s expertise is recognized 
as such.  

Discussion 

 When we address policy-making and policy-researchers, we emphasize the fact that 
today’s educational tests are simply not robust enough for the uses to which they are put. The 
assessment industry, NCME, APA and AERA are all clear and emphatic that even the most 
sophisticated analytical techniques do not support the kinds of decisions for which they are being 
used (e.g., American Statistical Association, 2014). In parallel fashion, when we address those in 
assessment – be they in private industry or in academic research positions – we emphasize the 
fact that everyone knows the uses to which the tests will be put, and the tests, analyses and score 
reports are simply inadequate to the demand. Thus, we blame both policy-makers and assessment 
professionals for participating in this abuse of testing. 

 Of course, it is easy to point fingers and throw blame around – something we clearly are 
not above doing. However, we believe that our own finger-pointing demands that we contribute to 
the development of solutions to this debacle. We ourselves are participants in the problem, and we 
need to be participants in the improvement process. This is this why we embarked on the 
Rigorous Test Development Project, and why we continue to develop RTD. We see that, in the 
Common Core era, both the care and intelligence put into the development of standards (e.g., 
CCSS, Next Generation Science Standards, National Curriculum Standards for Social Studies) and 
the attention they receive is at an all-time high (Hess, 2014), which puts pressure on test 
development practices to improve as well. ECD focuses on the Design Phase, but much work in 
needed for item development in the Production Phase. 

 While RTD is focused on the Production Phase, our conceptual framework extends 
through all five phases of the life of a test because the five phases are interconnected. Earlier 
phases determine the goals of later phases, and the possibilities of later phases must shape the 
decisions of earlier phases. Perhaps the most credible achievement tests are the College Board’s 
Advanced Placement tests, and they have built upon this advantage in recent years by adopting 
ECD as their test design framework. This practice has set the stage for more successful Production 
and Inference Phases. Perhaps more importantly, in the Commissioning Phase, they set a realistic 
timeframe (Hendrickson, Ewing, Kaliski, & Huff, 2013) that allowed three years for the production 
work, something often needed for new and innovative tests. Clearly, such patience is rare among 
business or policy leaders, but the kinds of decisions that are being made based upon test results 
demand tests that be provided that kind of development time, if not more.  
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 High quality tests2 require more than the patience that that the AP tests’ commissioners 
have shown. The state of training for content specialists calls to mind our favorite Woody Allen 
(1977) quote, “Boy, the food at this place is really terrible…and such small portions.” More training 
in needed, and the quality of the training must be improved. Psychometrics and cognitive 
psychology are full traditional disciplines with formal training and credentialing, with both applied 
and research branches. Unfortunately, item development is nothing like that and suffers a lack of 
technology, tools or even frameworks and standards for the work. It also suffers from a low profile 
that rarely allows content work in assessment to be anyone’s first choice for a career . Even within 
the industry, it is unclear how to recruit or what might constitute the appropriately best and 
brightest for the work. It is difficult to declare who is responsible for addressing these problems, 
but all who advocate, work on, use or rely upon standardized tests must deal with the 
consequences.  

 In the meanwhile, it is all the more important to adopt practices and tools that support the 
development of skills and knowledge on the job. For example, we have had content specialists dive 
deeply into their assessment targets, recording their own emerging understanding in a set of living 
documents, which they share with others involved in item development. These documents (i.e. 
Content Validity Guidelines) have been critical to improving communication across each team 
and across organizations. They have supported the creation of higher quality item drafts, and we 
believe that they have led to higher quality items and lower item rejection rates. Lessons learned 
have been record therein, and therefore been shared with new members of each team and have 
allowed everyone to better be on the same page. We have also put other procedures and tools in 
place to facilitate conversations about the qualities of reading passages, how to review items and 
other common elements of item development. 

 The very heart of the RTD Project is a focus on validity. Psychometrics is very limited in its 
ability to recognize validity, but quite sophisticated in its ability to measure reliability. This fact, 
combined with the old adage, reliability is an upper bound on validity, has led to an degree of 
emphasis on reliability that may not be good for assessment. While reliability is such an upper 
bound, increases in validity do not necessarily follow from increases in reliability. Increasing or 
maximizing reliability can come at the expense of validity, but there is no way to quantify this 
trade off. Nonetheless, we are concerned that traditional item development standards and both 
classical and more modern psychometric approaches may not be well matched to the kinds of 
instructional/curricular standards we have today or the kinds of achievement tests that policy-
makers demand. 

 Traditionally, achievement tests and their reported scores have been aimed at a construct 
that has been roughly defined in some set of general standards, if defined at all. There has not been 
a clear and definitive definition of the construct in question, nor of the constituent elements of the 
construct. Therefore, with items that lack strict construct isolation, broken assumptions of 
unidimensionality (or constant proportional multi-dimensionality) have not been a problem.  

Figures 3-5 illustrate both this situation and a contemporary alternative. Virtually all tests assess 
some number of KSAs that overlap to some degree, as shown in Figure 3. For the purposes of these 

                                                             
2 Again, by high quality test, we mean a test that provides strong evidence to support the 
inferences are intended to be made from the test. 
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illustrations, the eight KSAs can also be thought of as eight items, each of which taps into some set 
of KSAs, with some degree of overlap. Traditionally, reported scores reflect the most overlapped 
elements, as shown by the grey area in Figure 4. That is, the KSAs (or even the items) imply some 
idea of the construct, and the test-takers performance or ability with that implied construct is 
what is reported. Items that better overlap with the other items (i.e., have better point-biserial 
correlations and therefore better contribute to α) are accepted as more desirable items. Items 
that overlap less contribute less to the implied construct, and therefore may be discarded. 
Construct isolation is less important in this situation, as the goal is to improve the clarity of the 
implication. This traditional approach has been appropriate in the absence of clear and well-
defined content standards or assessment targets.  

Figures 3-5. KSAs and Construct Definitions 

   
Figure 3 

Overlapping KSAs 

Figure 4 

Implied Central Overlap 

Figure 5 

Precisely Defined Overlap 

 

 The Common Core State Standards and other state-of-the-art standards are different, 
however. Rather than understanding them as implying some construct, it is appropriate to take 
them as emphatically defining the construct. Every KSA or combination of KSAs in such standards 
should be taken as intentional, and should be wholly included in the conception of the construct 
targeted, as shown by the grey area in Figure 5. It therefore becomes much more important to 
ensure full construct representation across the items, which requires careful and rigorous 
alignment of individual items with targets KSAs. Score reports should reflect the construct as 
defined by the standards, rather than some overlap implied by the standards, assessment targets 
or items. Items (i.e., perhaps individual standards) that overlap less with the others will necessarily 
have lower point-biserial correlations, but if they are well aligned with the assessment target(s), 
they should not be discarded. In fact, those items may well be among the most valid on the test. 

 Thus, an emphasis on validity can undermine the traditional focus on reliability. If 
assessment targets well represent the content standards and items are individually well aligned 
with their assessment target(s), a broad idea of a content area can lead to less overlap from 
individual item to individual item, lower point biserials and lower alphas. And yet such a test would 
have greater content validity. One might challenge such a set of content standards as poorly 
conceived or written, but it is not the place of those developing tests to second-guess the content 
standards to which their tests are to be aligned.  



 

DRAFT 24 DRAFT 

 Our belief in developing items and tests that are as well aligned to their original content 
standards as possible has thereby run into conflict with our training and understanding of both 
psychometrics and traditional test development practices and norms. We understand that 
challenging established norms, however strong the theory behind the challenge, requires a robust 
set of principles and practices to augment those already in place. Clearly, ECD blazed this path 
before us, raising the bar on test design with it’s careful consideration of content, standards, 
assessment targets, performance level descriptors and score reporting.  

 The RTD Project is still in its early phases. Though validation of the six core RTD principles 
has gone well, work remains in developing generalizable guides, practices and tools that may be 
used across test development projects. We also must develop training modules and guides that 
make RTD useful for practitioners who do not focus on theory or principles.  

 Of course, RTD is no magic cure-all. Like ECD, RTD requires decision-makers – both in the 
policy realm and within test publishing and development organizations – to adopt a level of 
patience that is as commendable as it is difficult and rare. RTD, like ECD, requires more resources 
in time, money and expert personnel than traditional test development practices. This requires a 
greater investment by the public into assessment, something may seem unlikely to many readers. 

 However, we believe that higher quality tests will lead to more support for assessment 
from the public. If teachers saw that the tests that their students took were well aligned with the 
content standards they are charged with teaching, teachers could be allies of testing. Today, the 
two big teachers unions (i.e., AFT and the NEA) support the Common Core State Standards, even 
as they oppose Common Core tests (Darling-Hammond & Weingarten, R. 2014; Van Roekel, 2014; 
Weingarten, 2014). The allies of high standards and supporters of particular standards are far 
more likely to support tests if they are well aligned with those standards than if they have high α‘s. 
We believe that RTD contributes to the former, and may do so in a fashion that does not abandon 
the latter. 
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